Design and Evaluation of a Real-Time Piano and Music Education
System Based on Behavior Reinforcement Principles
Riley Winton
Fall 2014 MSHCI Computing Degree Candidate
Georgia Institute of Technology
Dr. Bruce Walker
Advisor

Abstract
This report details the development and evaluation of a real-time piano/music education
system based on established behavior analysis principles. The system consists of a
piano keyboard to record the user’s played notes and a television display to render
sheet music and provide the graphical user interface. The system utilizes a gamified
approach for users to learn music based on effective techniques from behavior analysis
research and proper music learning tactics. The goal is to encourage learning at slow
tempos to promote fluid musicality instead of uncontrolled muscle movements. Multiple
levels of motivators are used to aid the user. The full system documentation as well as
the design and results from a pilot user evaluation of the system are detailed.
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Introduction
The proceeding Master’s Project report entails the hardware prototyping,
interface design, software development, and user evaluation of a music education
system based on established behavior analysis principles. The system consists of a
piano keyboard with realistic key action and feeling to record the user’s played notes. A
large LED television display shows sheet music and provides the visual interface. From
there, the system utilizes a gamified approach for users to learn pieces of music based
on effective techniques from behavior analysis research. The goal is to promote the
proper learning of musical behaviors by playing slowly, accurately, and smoothly
instead of quickly, harshly, and erroneously. This is accomplished with the
aforementioned gamified approach to performance evaluation, as well as some
reinforcement techniques for encouraging optimal practice habits. While this concept
sounds similar to existing technologies such as Guitar Hero, this system is founded on
more scientifically/psychologically founded principles, thus making it likely to provide
measureable benefits to a user’s learning and playing abilities. Additionally, any skills
earned with this system will translate 1:1 as the user is playing an accurate model of an
acoustic piano instead of a simplified plastic controller with only a few buttons.

Motivation
The motivation for this project comes from nearly 14 years of anecdotal
experience as a musical performer and educator. From the earliest days of my formal
musical training, it has been apparent that if one can’t play a musical passage at a slow
tempo, one can’t truly play it at all. The undesirable side of this has been evident at all
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levels of proficiency: from the high school trumpeter who learned a fast, technically
challenging jazzy solo by sacrificing tone and accuracy, to the college snare drummer
who can only play the show music at fast tempos and falls apart when asked to play it
slowly – it is clear that complete mental understanding of a musical passage requires
the ability to break down and simplify at all levels of speed. However, due to the will to
succeed, peer pressure, or other such factors, students often bypass this hierarchical
approach to learning music and strive for speed at the sacrifice of fluidity, tone, and/or
expressive characteristics.
This issue is compounded by the surge of musical video games that has
occurred in the past 10 years. Hits such as Guitar Hero, Rock Band, or Karaoke
Revolution have been designed according to a popularized model in order to be wellreceived by the market (Guitar Hero, 2005) (Rock Band, 2007) (Karaoke Revolution,
2009). At the surface, the obvious issue of proper skill translation arises when
comparing a plastic guitar-shaped controller with 5 fret-like buttons to a real guitar with
22 frets and 6 strings. While one’s fingers may move in similar fashion, all of the
proprioceptive input and skills from a real guitar is completely lost – callouses, flat
picking, chord stretches, bends, barré chords, finger picking, and even simple tuning
practices are non-existent and therefore never learned.
This issue is obviously different depending on the game and its chosen controller
interface, but unless a real instrument is chosen, the behavior will never translate 100%.
Due to this concern, the developed system will focus specifically on piano education for
several specific reasons. First, piano is universally acknowledged as a foundational
instrument and most students indeed begin by learning this instrument. Second, the
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prevalence of modern day MIDI-enabled keyboards allows for easy transduction
between the user’s played keys and accurate, easy-to-process playing data. Finally,
piano involves a linear spatial note mapping; in other words, pitches increase linearly as
one moves up the keyboard to the right. There are no embouchure, technique,
muscular, conditioning, or breathing concerns that would otherwise derail new learners.
While practice modes exist in these games where you can play a section slowly,
the vast majority of the game occurs at full speed. This makes sense from a marketing
perspective, as the average consumer wants the rapid gratification of playing the song
“One” by Metallica on guitar at full speed and the chance to feel like an instant rock star.
While the user basks in his or her self-proclaimed “abilities,” the truth remains that he
may only be playing a framework of the actual behavior and more importantly – the user
is training himself on how to play an incomplete behavior. In other words, the real solo
may be comprised of over 500 notes, even though the user was only required to play
35. This design works for extremely diverse groups of people from all musical
proficiencies and background, but it simply not as effective for training on real musical
behaviors. Given the complexity of human motivation and learning, the focus of this
system will be split into two categories, high-level motivators and low-level motivators.

High-Level Motivators
Far too commonly, people purely rush through memorizing notes and then try to
play pieces of music wildly with no external time constant to control timing. This
constant, such as a metronome, is vital to learning the skill of fluid muscle movements.
To truly "know" a piece, one must be able to play it consistently in time – after that, with
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experience, comes the expression and musicality. On the macro scale of the system’s
software, users attempt a song from a list. Depending on the performance and difficulty
of the song attempted, users earn points to purchase other songs and miscellaneous
digital bonuses such as accompaniment tracks.
The key to the game lies in the logic behind earning points. When selecting a
song, users can adjust the tempo of the piece. The user plays through the song, or a
small passage of a piece, scoring more points by staying closer in time to the sheet
music for extended periods of time. Naturally, the faster one attempts the music, the
more potential points the user can earn. However, the twist is that the accuracy
multiplier (earned by playing perfectly in time with the music for long periods of time) far
outweighs the effects of the tempo multiplier, thus motivating the user to play accurately
instead of quickly. On top of this, poor performance on a piece can cause the user to
lose all points multipliers, possibly ending up with zero points for a run. In practicing this
way, the user builds a foundation slowly and steadily and positively reinforces the
correct performance behavior, while negatively punishing the overreaching of one’s
skills. Most of the high-level motivators are given in between attempts at a given
passage of music. Therefore, these motivators are primarily aimed at informing the
user’s decisions on what music to attempt next. This contains an inherent focus on
growing the metacognitive skills involved with learning a piece of music, for example
self-reflection, self assessment, and honest evaluation of one’s current level of mastery.
(Bransford et al., 2000).
To safely earn points, users can perform more traditional practice methods such
as scales and technical exercises. Here, points will not be earned in the same manner.
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While the user earns steady points for every correct note played, he or she will also not
be punished for poor performance. On top of that, the user randomly wins free jackpots
such as bonus songs, extra points, etc. This variable ratio reinforcement schedule has
been shown to typically exhibit the highest rate of response and is therefore likely to be
a powerful motivator (Ferster & Skinner, 1957). That combined with the consistent,
albeit slower collection of points encourages constant use of the more "boring" yet
vitally important practice tools.

Low-Level Motivators
During the performance of a song, accompaniment tracks are also added during
the performance if the user maintains a certain level of accuracy. These could range
from another piano to a fully-fledged orchestra, a rhythm section, or various other
accompaniments. Conversely, if the user has low accuracy, it is simulated like
performing alone on a dark stage with an unsatisfied crowd. These multiple stimuli
combine such that when the user is playing accurately at a comfortable tempo, he or
she is rewarded by a rich, compelling soundscape that supports the original musical
literature. One crucial factor of this system is the fact that the loudness of the
background tracks is directly tied to the user’s running accuracy, or accuracy from the
past few measures of music. This way, a sudden burst of errors will cause the
accompaniment to drop out and encourage more focus on learning the notes properly at
a slower tempo. Or if the user is able to recover from errors, the accompaniment will
slowly be reintroduced to inform the user he or she is playing correctly.
These motivators again are directed to further support learning hierarchical
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accuracy instead of speed. With this real time performance-dependent system in place,
naturally these low-level motivators are optimized to help the user develop his or her
playing skills in order to better assess what parts of the music have truly been learned,
while in the middle of a performance run. Additionally, musical listening skills are
developed by the ability to reconcile accompaniment track loudness with one’s
perceived performance of a piece – a crucial set of skills for any musician.

Interaction Between Low and High-Levels
Overall, most of the high-level motivation comes between performance runs,
while the user is deciding on the next course of action. This includes how to spend
rewards earned from a good performance and what musical selection to play next. Most
of the low-level motivation comes during a performance run – reinforcers such as
accompaniment tracks will be added during a good performance. For the most part
these two levels are independent of each other, however a small amount of interaction
does occur.
For example, a type of reward that one can purchase will include additional
accompaniment tracks to personalize the style of the track to the user’s tastes in music.
For example, one of the tracks used in the evaluation study will be J.S. Bach’s Prelude
in C from his renowned exercise book Das Wohltemperierte Klavier I (the WellTempered Clavier Volume I), BWV 846 (Goeth, 2014). By its lonesome, this is a
beautiful practice piece that can be played at virtually any tempo. However, many
“remix” versions exist ranging from the most well known – “Ave Maria,” which includes a
cello part written by Charles Gounod in 1852 (Charles Gounod List of Works, 2013).
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More modern types exist as well, such as the addition of a house style drum beat, or a
symphonic orchestra supporting with powerful backing chords. As users perform and
purchase rewards, they will have the ability to purchase different types of backing tracks
to enjoy. Therefore, the high-level motivators will directly affect the low-level motivators
and ideally encourage continued enthusiasm for practice.

Related Works
Much work has been done in the emerging field of musically educational
technologies. As mentioned earlier, private video game developments such as Guitar
Hero and Rock Band have appeared as popular music-based activities. However, these
can only loosely be considered educational. A few years after the market establishment
of these products, a newer wave of more realistic games were developed. This includes
Rocksmith, a PC/Mac/Xbox/Sony game where users plug in a real electric guitar and
learn songs (Rocksmith, 2011). While very successful in marketing by touting a “60 day
challenge” complete with user testimonials, these games fall short with their style of
music notation. While the system proposed for this master’s project will be leveraged
from traditional music notation, games such as Rocksmith rely upon their own
convoluted notation system that does not translate to other forms of learning. However,
from these systems we can learn an important fact of human motivation as related to
music: people want to learn real songs and have fun.
Fortunately, there have been developments from more formal research
endeavors in the field. Most of these works are very closely tied to psychological
research of human motivation and skills learning, for obvious reasons. For example, in
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2005 a paper was published in the ACM SIGCHI group titled ACE – Advanced in
Computer Entertainment Technologies (Denis & Jouvelot, 2005). In this paper, the
authors construct a musical game based on established theories of motivation and
outline a list of best practices. This list includes the following as relevant to this project’s
design (Denis & Jouvelot, 2005):
“Reify values into rules – Game designers must decide which values the game
should express and embed them in the rules.
Give power – Players must be provided expressive ways to confront with and
test rules, experiencing meaningful feedback to their input.
Tune usability – Entry barriers that go against the players’ urge to practice the
game, such as the technical difficulty of the gameplay, should be leveled.
Derail the gameplay – Designers should provide gamers with alternatives and
space instead of constraining them in a predefined trajectory that hinders
audacity, creativity, and exploration – key aspects of fun and learning.”
The information that Denis & Jouvelot wrote is largely based on a larger
framework by Deci & Ryan from the University of Rochester (Deci & Ryan, 2000). In it,
the very core of human motivation is analyzed and conjectured as Self-Determination
Theory (SDT). SDT primarily consists of supporting natural or intrinsic tendencies in
order to behave in healthy or appropriate manners. While thorough discussed in Deci
and Ryan’s paper, the following definitions from Denis and Jouvelot’s paper are helpful
and relevant in terms of musical education (Denis & Jouvelot, 2005):
“Intrinsic motivation pushes us to act freely, on our own, for the sake of it
Extrinsic motivation pulls us to act due to factors that are external to the activity
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itself, like reward or threat.
Amotivation denotes the absence of motivation.”
In other words, high levels of motivation involve satisfying internal psychological
needs for growth. Both intrinsic and extrinsic motivators can be used in a system, but
there must be a balance that ultimately encourages the intrinsic motivation to be the
primary motivator.
Considering these findings, the system is based on ultimately encouraging the
intrinsic motivation of successful, aesthetically pleasing piano playing. Extrinsic
motivators (high-level) such as points accrued will be used to encourage practice, but
ultimately it is hypothesized that the combination of both intrinsic motivators (low-level)
and extrinsic motivators (high-level), such as accompaniment tracks that a user has
purchased, will likely result in a powerful interaction effect and positive performance
benefits.
Additionally, there is a lot of useful literature about acquiring cognitive motor
performance skills. Generally, performance gains are categorized into two areas: “fast”
or initial improvement phase that would occur during a practice session; and “slow”
learning that consists of delayed, incremental gains from continued practice (Karni et
al., 1998). To tease out the differences, the user study is comprised of 2 sessions
across 2 consecutive weekdays with a post-test after the final session. This way, one
can track both the “fast” performance gains for each session, as well as “slow” and
cumulative gains from the entire study.
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System Design
The system consists of a piano keyboard, a display, and speakers. The user sits
on a standard piano bench to play the piano and drive the system. The GUI is displayed
on a large television behind the piano keyboard, but directly in front of the user. A set of
speakers is mounted on the TV stand to output all audio and musical signals from the
system. An overall image of the system can be seen in Figure 1.

Figure 1. Image of example user sitting at the station controlling the interface.

The prototype incorporates a professional Yamaha digital piano (Model P-120)
keyboard with a full array of 88 touch-sensitive, weighted keys. While this is not exactly
an acoustic piano, the trade off is significantly valuable since by sacrificing perfect
acoustic accuracy the system gains virtually flawless note tracking information in real
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time via MIDI, plus flexibility with playback sounds and other interface parameters.
MIDI stands for Musical Instrument Digital Interface, and is an ubiquitous
technical standard and protocol for transmitting, storing, and triggering any type of
musical or pseudo-musical data between instruments, computers, and other systems
(Learn about MIDI, 2014). MIDI allows latency-free communication for note numbers,
velocity, duration, and limitless manipulation of system parameters via both hardware
and software controllers. Furthermore, having the system based on MIDI I/O would
enable a nearly effortless transition to other MIDI instruments, such as electronic drum
kits and even wind instrument MIDI modules. Other non-MIDI capable instruments such
as acoustic/electric guitars could also be supported by using signal processing to detect
note(s) played; however, the technical considerations far outweigh the potential gain at
this point in time. More specifically, chords, alternate tunings, and tone variability would
present difficulties that would affect this potential system at a fundamental level.

User Interface Design
The actual GUI consists of three components. On the top right and taking up over
60% of the screen area is the sheet music for the piece the user is working on. To the
left of that is a control and feedback panel. Below both of these is a virtual piano
keyboard layout that shows where the notes on the screen are, and also the option for
the user to see the notes he or she plays. A screenshot of this can be seen in Figure 2.
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Figure 2. GUI Screenshot showing sheet music, control panel, and virtual piano.

The actual control panel (top left of the GUI) contains all of the interactions for
the user. Here, the user will enter starting and stopping measure numbers, the tempo
they wish to attempt, and options for controlling a metronome and its parameters. Below
that is a blue box containing all of the performance feedback. While the user is playing,
this window disappears (as seen in Figure 3), but at the end of a run it reappears and is
populated with the number of points earned from the last repetition, the timing feedback,
and the note accuracy feedback. This data is all presented quantitatively – in
milliseconds for the timing data, and in percentage of note accuracy or number of
missed notes for note accuracy data. However, basic text feedback is given in the gray
box from Figure 4 to help the user decipher what the values mean. For example, is the
user receives a highly negative value for average delay, such as -97ms, the text
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feedback would say “You are playing very early, try to relax.” Similarly, if the user
scored only 75% on note accuracy, the note accuracy text feedback would say “You're
getting some notes - try it slower.” If appropriate, the system also gives basic
recommendations for the user’s next actions. For example, if the user has scored 96%
or higher note accuracy, the system will say, “You are playing very well! Maybe it's time
to try it faster or learn new measures.”

Figure 3. Screenshot showing the interface while the user is playing. Note the feedback
box has disappeared to not be distracting and the current note is highlighted in yellow.

One component that was developed during early pilot testing is the Color Orb.
This is a circle on the control panel that changes color based on the user’s running note
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accuracy. For example, if the user has a streak of 20 correct notes, the orb will be a
bright green to indicate great playing. However, as the user starts to miss notes, it will
slowly shift along a gradient through yellow, then orange, and finally red to indicate poor
performance. This was developed as it allows a visual indicator of real-time
performance, but requires only a small amount of cognitive attention to perceive how
one is performing. Since the loudness of the accompaniment tracks is tied to this same
variable of running accuracy, the two stimuli redundantly combine to provide a
powerfully salient performance indicator. The Color Orb’s location and color mapping
can be seen in Figure 4.

Figure 4. Screenshot with labels for GUI control panel and its functions.
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Learning Aid Features
There are a few other features that were developed in order to assist the user
with learning music. First, the user can always select a group of measures and press
play to hear it played back by the system. Yes, the users will receive poor note accuracy
results, but this will allow them to expose themselves to how the piece sounds when
played properly. This also helps work out complicated rhythms. Second, the user can
use a mouse to click on any given note in the piece of music – this note will then appear
on the virtual keyboard and the pitch will be acoustically presented from the speakers.
This way, users with limited music reading abilities can still work out what some notes
are, and even those users will excellent reading skills can double check notes, or use
this feature as a aid when dealing with a larger number of hard-to-read ledger lines as
seen in the following figure.

Figure 5. Example of musical notes with a large number of ledger lines.

To aid in the customization of the system, users would ultimately be able to finetune the level, muting, and panning of each accompaniment track. That way a melodic
backing track like Gounod’s Ave Maria could be turned up, down, or even completely
muted if the user deems it too distracting. The final system would ideally have a
plethora of backing tracks for the user to choose from – including drums, bass, string
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orchestra, brass, electronic, and world instruments. This way, the user can individually
cater the acoustic output to his or her own unique taste.

System Technical Design
The technical design of the prototype system includes several components. The
hardware consists of a MacBook Pro laptop computer as the central hub for I/O and
processing. The user sits on a standard piano bench, and user input was done with a
Yamaha P-120 Digital Piano, although any USB or MIDI-enabled digital piano keyboard
will suffice. Since this is an older keyboard with no native USB support, an EMU 1x1
MIDI-USB interface is used for connecting to the computer via USB. Additionally, a
standard USB mouse and keyboard are used for user input and interface control. A 47”
Samsung LED TV is connected via Mini-DisplayPort to VGA adapter and used as a
large display for a more immersive user experience. Additionally, a 5.1 channel Creative
speaker system is used to playback the system audio output. The actual user
environment for this prototype consists of the user sitting on the piano bench in front of
the piano keyboard and the television. The speakers are placed on the TV stand and
oriented towards the user with the level set at comfortable listening level. Please see
Figure 6 for an image of the entire system configuration and organization.
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Figure 6. Block diagram of the system’s components.

The software for the design involves several pieces working together. At the
heart of the system is Max/MSP – a graphical programming language based on C and
optimized for real-time, audio based modular programming (Cycling 74 Max, 2014). A
developed Max patch receives all piano/MIDI input from the user, drives the piano/MIDI
data from the musical score, and renders the graphical sheet music, user interface,
performance assessment and feedback, and virtual piano keyboard as seen in Figure 6.
The developed Max patch relies on a few other external libraries. First, MaxScore
is used to handle the sheet music rendering and parsing (MaxScore for Max/MSP,
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2012). This enables relatively simple MIDI file importing, and also allows beautifully
accurate drawings of musical fonts, shapes, and notes. This promotes the organic and
externally valid piano playing experience afforded by the system. Additionally, an
external module called SeqPlayer is used to drive the accompaniment tracks’ MIDI
sequences for the music (Singer, 2012).
When the user triggers the system to start the music, the MaxScore library
begins outputting MIDI notes from the musical score, from the accompaniment tracks,
and from what the user plays on the piano keyboard. These notes then travel through a
virtual MIDI channel to Apple Logic Pro X, a separate software for audio synthesis. This
process will be described in detail later.
Aside from the MIDI note output, the developed Max patch also calculates
performance metrics based on the user’s previous trial. Note accuracy is calculated by
simply assessing if the user hit the right note value within a given window of time for
each note in the music. A counter keeps track of how many total notes the user missed,
and this is used to calculate a simple percentage for overall note accuracy. Timing is
calculated by measuring the temporal difference between when each of the musical
score’s notes is played and when the user hit each corresponding note. This is given in
average milliseconds. The results of these calculations are shown in the panel on the
left at the end of each trial.
Very commonly, some performers may tend to play a little bit early. Since the
note accuracy system is dependent on time-sensitive MIDI note numbers received from
the MaxScore object, the actual audio playback of the score’s notes is delayed by
100ms. Therefore, users can play up to 100ms before the correct note and still get
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credit for playing correctly. This modified tracking enables the user to get realistic timing
feedback.
Two critical factors of this system – the real-time performance-dependent level
adjustment of accompaniment tracks, and the Color Orb, are dependent on a calculated
running accuracy meter. This is derived from standard note accuracy, but focuses on
only the 20 most recently played notes. This way, the user can quickly recover from a
small batch of errors, and yet the change in backing level and the color on the Color Orb
change quickly enough to provide perceptible differences.
As mentioned earlier, all audio synthesis and output is controlled by Apple Logic
Pro X (Apple, 2014). This is engineered such that all timing-critical playback functions
are held within the same software, rather than attempting to synchronize playback
between multiple sources. Logic receives all of the MIDI data for the user’s played
notes, the MaxScore played notes, and the accompaniment tracks and maps them to
the appropriate virtual instrument. Naturally, the user piano and system piano are
played back with Logic’s standard piano virtual instrument. Other backing tracks range
from strings, cello, percussion, synthesizer pads, and a virtually limitless amount of
other options. Additionally, the running accuracy value of the user maps to a MIDI
control value for each instrument. This value is then mapped within Logic to control the
loudness of each instrument. Therefore, when the user is playing very well, the backing
tracks get turned up to a pleasant level, and the sheet music piano gets turned down
leaving the user to hear only his or her own playing and the rewarding backing tracks
that have been earned. However, if the user gets out of place and starts making several
errors, the backing tracks will rapidly vanish and the sheet music piano will slowly fade
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back in so the user can hear what is supposed to be played.

Music and Accompaniment Tracks
The finished product for this system would naturally contain dozens of songs,
each with a handful of selectable and unique accompaniment tracks. However, for the
purposes of this prototype and the following user evaluation, it seemed apparent that
only a pair of songs and 4-5 backing tracks needed to be selected. For the first piece
performed during training, the right hand melody of Beethoven’s Symphony No. 9 “Ode
to Joy” was selected. This is a simple and extremely popular melody selected to
introduce users to the system and interface. The low level of difficulty serves to not
overwhelm or distract users while they experience the training protocol from the user
study. Two backing tracks were composed for Ode to Joy. Again, since this first piece is
only designed to introduce the user to the interface, these tracks are relatively simple
chord and pad tones played by a synthesizer and a string orchestra. They contain little
rhythmic content, mostly half notes and are designed to merely support the chordal
content present in the piano part. Images of the MIDI scores can be seen in the
following three figures.
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Figure 7. Ode to Joy Piano MIDI and score notes as viewed from Apple Logic Pro X.

Figure 8. Ode to Joy Strings MIDI and score notes as viewed from Apple Logic Pro X.
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Figure 9. Ode to Joy Synthesizer MIDI and score notes viewed from Apple Logic Pro X.

The second piece of music used for testing is J.S. Bach’s Prelude No. 1 in C
Major (BMV 846) from the Well-Tempered Clavier book (Goeth, 2014). This is a
significant leap in difficulty, but there are several factors that encourage the use of this
beautiful piece of music. First, Bach wrote it specifically as a practice piece – not
something to necessarily be performed in front of people. Second, the fingering and
rhythmic patterns remain virtually constant throughout the piece, so piano novices with
little amounts of finger strength and dexterity need to only learn one muscle movement
and simply adapt it for different notes throughout. Finally, with accompaniment tracks
intended to serve as rewarding stimuli, an actual beautiful piece of melodic music would
be much more useful than a backing track written by an amateur composer. Fortunately,
in 1852, Charles Gounod wrote a famous cello part over the top of Bach’s Prelude in C
– this new combination is commonly known as “Ave Maria.” Therefore, the first backing
tracking for this piece is Gounod’s actual cello part. The second track consists of a
string orchestra playing mostly chord tones and serving in a supporting role with the rest
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of the music. The third and final backing track was written for a synthesizer pad; this
track was written with a lot more non-chord tones and intervals such as 6ths, 9ths, and
13ths. This composition style and the synthesizer timbre itself both introduce a modern
flair to the otherwise baroque and classical compositions. Images of the MIDI scores for
the piano music and the three backing tracks can be viewed in the following four figures.

Figure 10. Prelude in C Piano MIDI and score notes as viewed from Apple Logic Pro X.
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Figure 11. Prelude in C Cello MIDI and score notes as viewed from Apple Logic Pro X.

Figure 12. Prelude in C Strings MIDI and score notes viewed from Apple Logic Pro X.
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Figure 13. Prelude in C Synthesizer MIDI and score notes as viewed from Apple Logic
Pro X.

Limitations
While the scope, design, and configuration of the system are detailed in
description, the implementation of the actual prototype is certainly not completely
polished. The reasoning for this involves a few factors. First, the prototype was
developed as a low-cost and relatively low-tech solution to enable rapid iterative testing
and development. Second, a prototype that worked at any level allows sophisticated
and valid user testing to be conducted – this informs the future design of the system on
a high level. Finally, with the novel ideas and reinforcement scheduling introduced in
this prototype, a prototype with few resources helps indicate if the ideas themselves
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even support the original hypotheses. This way, if the prototype were to not show any
significant benefits, no more time would be lost. Even considering those reasons, there
are a few specific limitations that are known and need to be addressed first if the system
were to be commercialized.
The first of these known limitations is that of the timing feedback. The system is
delaying all audio output from the sheet music by 100ms. However, with a very slow
tempo, such as what this system encourages the user to practice at, 100ms is simply
not a large enough window to gain accurate timing information. The result is that at slow
practice tempos such as 20-30 BPM, the timing feedback ends up being erroneous and
therefore largely disregarded. Similarly, the timing data is presented as a raw average
of all note’s timing differences. This provides a good high-level view as to if the user is
usually early or late. But when attempting large chunks of music, multiple timing
fluctuations tend to cancel out. For example, imagine a user is trying to perform
measures 1 through 16. The user knows measures 1 through 8 very well, but is always
very early on measures 9 through 12 and very late on measures 13 through 16. The
result of this may come out at an average latency of 0 ms – incorrectly rewarding the
user for good timing even though in smaller sections timing may have been rather
dreadful. Instead, localized feedback such as an average latency per measure or even
a graphical indication of what notes were early or late may be much more beneficial for
diagnosing difficult passages of music.
The user is allowed to listen to a section of music in order to hear how it is
supposed to sound – this is an important feature of the system. However, since no
listening mode is ever specified by the user, the Color Orb still turns red while listening.
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This unfortunately causes some negative affect for the user, when in reality the user
should be rewarded for training his or her ears on how the piece sounds. Some sort of
automatic transition or fading of the Color Orb may be helpful if the user is not inputting
any notes on the keyboard.

Evaluation
A user evaluation was designed and conducted to assess the music learning
benefits of the system, as well as an idea of a user’s reaction and impressions of the
system. Aside from performance metrics, many other data points were collected to
gauge the user’s emotional, cognitive, and subjective perspectives of the system.

Users
Given the system’s focus towards less experienced piano players, this evaluation
required a certain amount of previous musical experience. More specifically, users must
know how to read sheet music and standard music notation. Users ideally knew the
names of the notes on a piano keyboard, though this was not required in order to recruit
true piano novices. These prerequisites were clarified at the time of recruitment and
assess with several questionnaires on the first day of the study. The IRB approval letter,
recruitment script, and consent form can be viewed in the appendix of this report.

Measures
Subject Variables – As common in most user evaluations, each participant’s age
and gender were collected.
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Musical Prescreen – This was used to assess each participant’s music/piano key
reading abilities. It contains a basic musical experience questionnaire to assess years of
playing experience with various instruments and a bank of fill-in-the-blank questions to
assess reading abilities. The form can be viewed in the appendix.

Goldsmiths Musical Sophistication Index (GMSI) – This is a research-supported
survey to assess a person’s musical exposure on multiple dimensions: active
engagement, perceptual abilities, musical training, emotions, singing abilities, and
general sophistication. This allows each participant to be assessed beyond traditional
measures such as number of years playing a specific instrument – therefore allowing
the analysis of non-performers who may be interested in learning to play the piano.
(Müllensiefen et al., 2014).

Positive and Negative Affect Schedule (PANAS) – This is a research-supported
assessment of a person’s current emotional status (Watson et al., 1988). It is a bank of
20 words: interested, distressed, excited, upset, strong, guilty, scared, hostile,
enthusiastic, proud, irritable, alert, ashamed, inspired, nervous, determined, attentive,
jittery, active, and afraid. The user responds to Likert-style assessment of each word to
indicate the extent to which they feel that way at the present moment. The survey can
be reduced to two calculated measured – an aggregate positive and negative affect
score. This survey was used to assess how the user may be motivated or encouraged
by the system – more specifically between the group groups of LM and LHM.
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NASA Task Load Index (TLX) – This is a short assessment of cognitive load that
considers factors such as the temporal/mental demand, and the perceived difficulty and
frustration for a task. This was used to see if the system helps users perceive the task
as less difficult or frustrating. (Hart & Staveland, 1988).

Performance Metrics – To analyze how the users actually perform on the music,
all of the GUI’s control panel feedback was logged for each run: points earned, timing,
note accuracy, and the parameters for each run including which section and what
tempo. This enabled comparisons between how much, and how well, each group of
users learned the music.

Interview – At the completion of the study, each user completed an informal
interview to gain qualitative feedback about their impressions, suggestions, and
interpretation of the system.

Study Design
The user study is a mixed model design where participants complete one day of
training with the system and then return on the next day for actual measured interaction.
On the first day, each user trains on how the basic interface works such as how to
select a musical passage, how to rehearse a section, and how to interpret the
performance feedback information. For this first day, a simple piece of music was
selected - the famous melody from Beethoven’s Symphony No. 9, Ode to Joy. This is a
one-handed melody so the user can focus on learning the interface instead of difficult
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musical passages. At the end of the first day, the user was briefly introduced to the
assessments, surveys, and musical pieces that will be used on the second day.
The second day consisted of a brief refresher on the interface, and then two
testing periods with the interface. These two testing periods were comprised of one
control condition with basic performance feedback and the Color Orb, plus one of two
experimental conditions of the piano education system called Low Motivators and
Low/High Motivators. These two experimental conditions each contain different levels of
motivators – one group has the Low motivators only (backing tracks present but no
choice for which to unlock and no ability to spend points), and another has both Low
and High (same as the Low group but with the choice of which backing tracks to unlock
with earned points). These two groups will henceforth be abbreviated as LM (Low
Motivators) and LHM (Low/High Motivators).
To elaborate on these conditions, these are simply versions of the developed
system with various features omitted. The control condition contains only the core
features of the system including basic performance feedback, real-time play-along
auditory feedback, and various assistive features such as the ability to click a note to
see where it is on the keyboard. The Low Motivators experimental condition (LM)
contained all features present in the control condition with added low-level reinforcers
such as one cello backing track but no potential to spend points or unlock additional
reinforcers or tracks. The Low/High Motivators condition (LHM) included the full system
with both low-level and high-level reinforcers such as the ability to earn and spend
points to unlock backing tracks according to one’s personal preference. This inherently
contains the interaction between the presence of low-level motivators and the capability
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to earn additional auditory motivators. At the onset of the study, participants will be
randomly assigned to one condition for the duration of the study.

Methods
The study occurred across two 1.5 hour-long sessions on consecutive weekdays.
The first session consisted of consent procedures and musical experience surveys.
Afterwards, the participant trained 15 minutes with the control condition and 15 minutes
with their assigned experimental treatment. This training happened with a simple
musical example, Beethoven’s Symphony No. 9 (Ode to Joy). After this, participants
were very briefly exposed to the experimental piece of music, Bach’s Prelude No. 1 in C
Major – another famous and common piece that represented an authentic delve into
authentic piano literature. This period included playing audio from the first four
measures to acquaint the user with the piece, then explaining basic technique
approaches such as how to finger the passage appropriately, Finally, participants were
debriefed for the day and asked not to practice piano or the same piece of music
between sessions.
Session 2 first consisted of a brief refresher of the system for the users. The
experimenter then took a baseline PANAS affect assessment. Then, users experienced
25 minutes of learning with the control piano condition. Performance was be logged
during this session. Afterwards, users completed a post-control PANAS affect
assessment as well as an assessment of cognitive load via the NASA TLX survey.
Learning session 2 then begin and the users continued to learn the piece with their
assigned experimental condition for 25 more minutes. Performance data was again
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logged and at the completion, users again took a post-condition PANAS affect
assessment and NASA TLX cognitive workload assessment. Participants then had an
informal interview process and answered some subjective questions about their
experience with the system. After this, users were debriefed and then released from the
study.

Session 1 Procedure Details
Participants were first informed about this study's procedure (task), risks,
benefits, and all other necessary consent-related information. If they understood all and
wished to participate, they were asked to sign a consent form. Participants were clearly
informed that they may cease participation at any time with no consequences- they
would still receive the 1.0 hour of research credit for each session attended. Once the
consent process had been completed, participants took a survey to self-assess their
piano playing abilities. If the user had more than 10 years of piano playing experience,
they would be thanked and dismissed from the study as they may have had too much
experience to blend with the average participant. Then, they would be briefed on the
teaching method and technology that they would use during the two sessions. This
includes reviewing piano notation, how to use the interface, and the piece of music that
he or she would be learning through the sessions. Consent procedures, the selfassessment, and this briefing comprised the first 15 minutes of the first session.
Next, participants would undergo 30 minutes of training and practice with their
assigned experimental system condition. The interface would be mediated by the
experimenter but ultimately the participants self-guided their progress through the piece
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of music. This process included rehearsing specific measure numbers, practicing
complicated passages of music, and ultimately gaining the ability to play the entire piece
in one pass, at a comfortable tempo. After the training session, users would be
evaluated on their performance and receive a score and feedback of performance from
the system. This included a quantitative score for musical timing, note accuracy, and
other such factors. Users would then be debriefed for the day and asked not to practice
piano or the same piece of music between sessions.

Session 1 Timeline
20 minutes

Consent Procedures & Briefing

20 minutes

Musical History and Experience Questionnaires

30 minutes

Training Session

5 minutes

Debriefing

Session 2 Procedure Details
At the beginning of the second day, users would have a brief refresher on how to
operate the interface and their goal for the day. Then, a PANAS emotional assessment
would be taken to establish a baseline. After this, learning session 1 began and users
would begin to learn the piece of music for 25 minutes with only the control condition
features of the system. Afterwards, the participants completed both PANAS and NASA
TLX assessments.
After the assessments, the user continued to learn the piece of music for 25
more minutes, but with the additional features contained in their assigned experimental
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condition – either Low Motivators (LM) or Low/High Motivators (LHM). After the time had
elapsed, the user then attempted to play a final “post-test” of the piece. More
specifically, users were allowed to attempt all they had learned (from the beginning up
to what they had learned) at whatever tempo was most comfortable to them. Then, each
participant would complete a final round of NASA TLX and PANAS assessments.
Finally, the informal interview was conducted where the experimenter asked questions
about what features the user liked and did not like about the system. At the completion
of the interview, participants were debriefed and released from the study.

Session 2 Timeline
10 minutes

Greeting, Equipment Setup, & PANAS Baseline Assessment

25 minutes

Learning Session #1

5 minutes

NASA TLX & PANAS Assessments

25 minutes

Learning Session #2 and Post-Test

5 minutes

NASA TLX & PANAS Assessments

20 minutes

Informal Interview & Debriefing

Results and Analysis
Several forms of analysis were used to view the success of the prototype. First,
qualitative data from the interview process was valuable in finding users’ perceptions of
the system and its features. Also, quantitative data from PANAS, TLX, and music
performance were used to draw some conclusions about the system’s effectiveness.
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Users
11 participants were recruited, though one did not complete the second session
due to illness. These 10 remaining participants were comprised of 4 females and 6
males and had an average age of 23.5 years (SD=3.69). These 10 were randomly
assigned to two groups: low motivators, and low/high motivators. These two groups
were roughly even in average age (LM Age = 21.8, LHM Age = 25.2), musical
experience (LM Exp = 8.83 years, LHM Exp = 7.33 years). Some differences did occur
though, as GMSI General Sophistication (maximum score of 126) was on average
higher for the LM group (94) than the LHM group (78.2). However, the LM group had on
average less piano playing experience with an average of 0.4 years, while the LHM
group average 2.1 years, primarily due to one participant with 10 years of playing
experience. While certainly not a perfect sample for comparison, these two groups
could certainly be classified appropriately as novice-to-intermediate piano players.

Qualitative Analysis
Overall, the system was very well received and enjoyed. From the interview
process, there was a unanimous self-reported effect of learning and more specifically,
retention of the music that had been learned. Additionally, users responded with quotes
such as, “I would get addicted to this,” indicating there was a strong preference and a
likely attraction towards owning a product such as this.
Metacognitive skills were shown to be addressed, as users regularly made
quotes such as, “I didn’t learn this one [section] well enough to go fast, so let’s try that
one again,” or “This system exemplifies what you should do, how you should practice.”
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Participants also showed a strong response to the low- and high-level motivators. For
example, when asked why a user decided to retry a section at a slower tempo, the
response was “The pretty cello went away, and I wanted it back.”
This would compare well to a traditional private instructor, and would be strongly
preferred for individual practice and trying to learn music. Naturally, finer points and
techniques such as expressive abilities, dynamics, and virtuoso capabilities would
require the human input of an expert player. However, it was unanimously expressed by
the participants that this system is better for learning a new piece of music on their own,
as there is no external pressure or person watching over one’s shoulder.
A few features showed some mixed reviews. The Color Orb and Virtual Keyboard
were helpful to some, and less helpful to others – somewhat dependent on musical
experience. More specifically, those with more experience tended to focus only on the
sheet music and keyboard, while more novice players definitely depended on the
assistance provided by the system.

Affective and Workload Analysis
Overall, subjects exhibited a positive affect increase via the PANAS assessment
from interacting with the system. Additionally, users in the low/high motivators group
typically showed a higher increase than that of the low motivators group. However, due
to reduced statistical power from a small sample size, none of these trends are
statistically significant. With PANAS sampled at the beginning of the 2nd session, after
the control condition, and after the experimental condition, one can view the change
across time as each participant was tested. This is shown in Figure 14.
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Figure 14. Graph showing PANAS Positive Affect average for both groups.

Looking further, specific items from the PANAS assessment also showed this
trend. Perhaps the best example is to the question, “How determined are you right
now?” With the expected and virtually identical baseline and control values, the low/high
group actually increased when high level motivators were added, while the low group
slightly decreased. Again these results are not statistically significant but trend towards
the fact. This effect can be seen in Figure 15.
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Figure 15. Graph showing the Determined PANAS Score for both groups.

Considering the NASA Task Load Index assessment of cognitive load, there
were no apparent trends or differences between treatment groups. Therefore, adding
these motivators seemed to cause no additional perceived workload for the user, even
though they are attending to additional auditory streams.

Performance Analysis
Analyzing the results from the post-test performance for each participants, some
interesting effects can be seen. First, both groups showed practically identical note
accuracy near 75% which shows that both groups were still in a learning phase instead
of approaching song mastery. This can be seen in Figure 16.
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Figure 16. Graph showing post-test note accuracy for both groups.

When looking deeper at the amount of music participants learned in the same
amount of time, one can see that the group that received low and high level motivators
learned, on average, nearly 2 more measures (out of 36 in the entire piece) of music
than the low motivators group. This trend is not statistically significant, yet shows a
promising result for future exploration. The graph of this data can be seen in Figure 17.
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Figure 17. Graph showing the post-test average number of musical measures learned
for both groups.

Additionally, if one delves even further and looks at the average tempo that the
user attempted during the post-test, one can see that the group that received both low
and high motivators did perform faster than the low motivators group, as seen in Figure
18. This difference is statistically significant, and therefore one can consider one group
as playing faster, or at a higher level of technical mastery, than the other group. Adding
in the non-significant trends from number of measured learned, one can consider that
the high-level motivators group actually performed at a higher level than the other
group, and therefore the full system with low-and-high motivators can claim some
measure of relative success.
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Figure 18. Graph showing the average post-test attempted tempo for both groups.

Future Work
There are plenty of refinements that could be made to the system. First, fine
tuning the Color Orb and Virtual Keyboard would be important, as there was some
disagreement on the utility of these features. The ability to add note names, such as G,
B-flat, C-sharp, would be a beneficial feature to more novice players as well, and could
be placed on the virtual keyboard or even on the musical score.
More specific feedback for missed notes and timing information would be critical
to address. For example, instead of average latency, showing the latency graphically on
the score would be much more informative. An example of this can be seen in Figure
19.
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Figure 19. Image showing how error feedback is given in Playground Sessions.

Of course, expanding the current song library would be a huge part in not only
selling the system, but also in having value assigned to the high-level motivators at all. If
a user receives points but has nothing to use those points towards, then all sense of
behavior reinforcement has been removed as the stimulus contains to inherent value.
Therefore, for the system to operate as intended, users must be able to continually
expand the number of backing tracks and songs. There is a large plane of user
preference that could be considered here as well – users can gravitate towards
classical, rock, folk, electronic, or whatever type of music they may be interested in via
the purchase of new backing tracks or songs.
Finally, the system must be condensed into one self-contained module. For
prototyping purposes, multiple components and software pieces, but an end user will
need to simply plug in a MIDI-enabled (USB) keyboard and load a computer, iOS, or
Android application. This system could easily be developed with C++, Objective C, or
some other system that can perform low-latency operations and synthesize audio.
The system could also be adapted to teach other instruments very easily, as the
basis on MIDI data allows a plethora of any MIDI-enabled instrument to be used with
virtually no reconfiguration. Even some acoustic instruments such as guitars and
saxophones have available MIDI modules that can detect current notes and output MIDI
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data. With objects such as these, or various MIDI-native instruments such as electronic
drums, this system could be adapted to teach music on a variety of in-demand
instruments.
This music education system was based on some age-old techniques for
practicing music, but largely founded itself on the introduction of some scientificallyinformed reinforcement design. Through the design, development, evaluation, and
analysis of this system, a slightly larger perspective of learning sciences, music, and
human-computer interaction has been obtained. Ultimately, this system will help users
of all ages and skill levels to learn instruments that otherwise would be perceived as too
difficult to attempt, and it does this in a manner that is engaging, motivating, and fun.

“It's easy to play any musical instrument: all you have to do is touch the right key at the
right time and the instrument will play itself.”
- Johann Sebastian Bach
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Appendix C. User Study Recruitment Text

3.0 Total Credits. 2 x 90-Minute Sessions. Must be fluent in English, have normal or correctedto-normal vision and hearing, be able to read standard music notation, and must know
the names of the notes on a piano. All participants must possess at least novice ability
at playing and reading piano music.

In this study you will evaluate a piano training system. You will read music from a computer
screen while practicing and playing on a full size piano keyboard. The system will guide
and encourage proper practice techniques and habits. The results of this research will
inform the design of this system to help novice and expert pianists to learn how to play
better. Each session will last no longer than 90 minutes.

If you have any questions about this study, please contact Riley Winton at
rjwinton@gatech.edu. Protocol #H14279.
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